ISSN 2305-7254

PROCEEDING OF THE 40TH CONFERENCE OF FRUCT ASSOCIATION

The Fast and the Vulnerable: A Systematization of
WebAssembly Security

Sahar Zamanian', Sara Ramezanian?, Maria Kihl?
L3 und University, Lund, Sweden, 2Karlstad University, Karlstad, Sweden
sahar.zamanian @eit.lth.se, sara.ramezanian @kau.se, maria.kihl @eit.Ith.se

Abstract—WebAssembly (Wasm) has evolved from a
performance-oriented web technology into a portable execution
platform for cloud and edge computing, and embedded
systems. Despite its sandboxed execution model, Wasm remains
vulnerable to weaknesses in memory-unsafe programs, runtimes
and compilers, host interfaces, and shared hardware resources.
This paper presents a Systematization of Knowledge (SoK) on
Wasm security based on 135 peer-reviewed studies published
since 2017. We classify the literature by vulnerable components,
attack and exploitation classes, adversarial models, application
domains, detection and mitigation techniques, and security
frameworks and tools. Linear memory is the most consistently
reported attack surface, highlighting persistent concerns over
memory-safety violations despite Wasm’s sandboxing and
isolation. Other major threats include code-execution and
control-flow attacks, side channels, resource abuse, sandbox and
host-isolation violations, and malware. Longitudinal analysis
shows a shift from runtime correctness and microarchitectural
leakage toward cryptojacking and memory exploitation, and
more recently toward vulnerabilities in runtimes, compilers,
foreign-function interfaces, and host APIs. We also systematize
static, dynamic, hybrid, and testing-based detection techniques
and isolation, memory-safety, hardware-assisted, and other
mitigations. Finally, we identify open challenges in scalable
memory safety, cross-language analysis, multi-tenant isolation,
malware detection, standardized evaluation datasets, and security
support for emerging Wasm features and domains. To the best
of our knowledge, this is the first SoK integrating evidence
on Wasm vulnerabilities, component-specific attack surfaces,
adversarial models, detection and mitigation techniques, and
application-domain risks.

Index Terms—WebAssembly security, vulnerabilities, cloud
security, security solutions, application domains

I. INTRODUCTION

WebAssembly (Wasm) is a sandboxed, low-level bytecode
designed as a portable compilation target that enables near-
native execution across different platforms. It was introduced
to meet the growing performance demands of web applications
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like games, 3D graphics, and multimedia. JavaScript could
not always handle computationally intensive or low-level tasks
efficiently, so Wasm was designed as a fast, safe, and portable
execution format independent of language and hardware [1]. It
operates as a stack-based virtual machine (VM) that compiles
bytecode before execution at near-native speed. Its execution
environment is sandboxed, so external resources are accessible
only through explicitly defined imports and exports. The main
deployment unit is the Module, which contains opcodes and
sections for types, functions, tables, memory, globals, imports,
and exports [2].

Wasm is now used beyond web browsers, including games,
3D graphics, and multimedia applications [3], as well as cloud,
serverless, and edge computing for microservices, lightweight
containers, and Function-as-a-Service (FaaS) workloads [4].
Despite its performance, portability, and sandboxing, Wasm
still presents security challenges. It can improve system secu-
rity but may also be abused to evade detection or perform
malicious actions. Vulnerabilities from memory-unsafe lan-
guages such as C and C++ can persist in Wasm binaries,
while traditional native protections may be less effective [5].
Minification and obfuscation can also make malicious behavior
harder to detect [6].

As Wasm expands across web and non-web environments,
understanding its security landscape has become increasingly
important. Its diverse components, deployment settings, and
use cases introduce many vulnerabilities and attack vectors.
Although existing studies examine specific attacks, vulnera-
bilities, detection methods, and mitigations, the literature re-
mains fragmented across different components, threat models,
and application domains. A systematic synthesis is therefore
needed to understand where vulnerabilities arise, how they
are exploited, which detection and mitigation techniques have
been proposed, and how the research landscape has evolved
over time. To address this gap, we conduct a Systematization
of Knowledge (SoK) of Wasm security, consolidating findings
from 135 peer-reviewed studies published since 2017.

The main contributions of this work are:

1) A systematic analysis of 135 peer-reviewed studies on
Wasm security published since 2017.

2) A taxonomy of Wasm vulnerabilities, attacks, adversarial
models, and application domains.

3) A systematization of existing detection and mitigation
techniques, frameworks, and tools.
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4) An analysis of the evolution of Wasm security research
and emerging attack trends.

5) An identification of key research gaps and future chal-
lenges in Wasm security.

The remainder of this paper is organized as follows: Sec-
tions II and III describe related work and the methodology,
respectively; Sections IV and V present the Wasm security
taxonomy and application domains, respectively; Section VI
presents the cross-analysis; Section VII discusses detection
and mitigation techniques; Section VIII covers security frame-
works and tools; Section IX identifies research gaps and future
directions; and Section X concludes the paper.

II. RELATED WORK

In this section, we review prior SoKs, literature reviews,
and surveys on Wasm security, focusing on vulnerabilities,
attacks, security mechanisms, and analysis techniques. Kim et
al. [7] published the first survey of Wasm security, examining
binary protection techniques and vulnerabilities in Wasm-
based applications. Harnes et al. [8] later systematized Wasm
analysis techniques, with a focus on vulnerability analysis,
cryptojacking detection, and smart-contract security. Orlando
et al. [9] surveyed Wasm adoption in embedded systems,
providing useful context on the security implications of de-
ploying Wasm in resource-constrained environments. More
recently, Perrone et al. [10] presented the most closely related
study, organizing Wasm security research into seven categories
and providing a broad overview of vulnerabilities, attacks,
and empirical studies. While valuable, their work remains
primarily descriptive. In contrast, our SoK develops a com-
prehensive taxonomy spanning Wasm components, attacks,
vulnerabilities, use cases, and security mechanisms. We further
cross-analyze these dimensions to reveal relationships between
components, deployment contexts, and threats, identifying the
most vulnerable components and severe attack classes. To
the best of our knowledge, this is the first multi-dimensional
systematization of Wasm security.

III. METHODOLOGY

This section describes the methodology used to conduct
our SoK on Wasm security. We follow the systematic review
process proposed by Kitchenham et al. [11], consisting of three
stages: planning, conducting, and reporting. We further use
a PRISMA-inspired approach to structure and transparently
report the study-selection process, comprising identification,
screening, eligibility assessment, and inclusion [12].

A. Planning the Systematic Review

1) Objectives and Scope: The primary objective of this
study is to systematically characterize Wasm security research.
Specifically, we identify and organize: (i) Wasm application
domains and use cases; (ii) vulnerabilities; (iii) attacks and
exploitation techniques; (iv) adversarial models; (v) threats
across application domains and Wasm components; (vi) de-
tection and mitigation techniques; (vii) security tools and
frameworks; and (viii) open problems and research gaps.
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We consider security research published from 2017 onward,
corresponding to the initial release of Wasm. Studies focused
exclusively on non-security aspects, such as performance or
general language/runtime optimization, are outside the scope
unless they make a substantive security contribution.

2) Research Questions (RQs): Based on these objectives,
we formulate the following research questions:

RQ1: Application Landscape. Which application do-
mains and use cases are represented in WebAssembly
security research?
RQ2: Threat and Vulnerability Landscape. What se-
curity threats and vulnerabilities have been investigated
in WebAssembly?

RQ2.1 What types of attacks have been demon-
strated or analyzed?

RQ2.2 Which WebAssembly components or layers
are affected by these vulnerabilities?

RQ2.3 What adversarial models and attacker capa-
bilities are assumed in the included studies?
RQ2.4 How is the severity or impact of the identified

attacks assessed?

RQ3: Domain-Specific Security Characteristics. How
do threats and vulnerable WebAssembly components vary
across application domains and use cases?

RQ3.1 Which attacks are associated with each We-
bAssembly application domain?

RQ3.2 Which WebAssembly components are most
frequently implicated in vulnerabilities within
each domain?

RQ4: Detection and Mitigation. What techniques have
been proposed or evaluated to detect vulnerabilities and
mitigate attacks in WebAssembly?

RQ4.1 How do detection and mitigation tech-
niques differ across application domains and
WebAssembly components?

RQ4.2 What security frameworks and tools have
been introduced to support Wasm security?

RQS5: Research Gaps and Future Directions. What
limitations, research gaps, and future research directions
emerge from the existing Wasm security literature?

3) Identification: We selected Scopus' as the primary bib-
liographic database because of its broad coverage of computer
science and engineering literature and its extensive indexing
of peer-reviewed publications. The search string was derived
from the RQs and eligibility criteria:

TITLE-ABS-KEY ( WebAssembly ) AND TITLE-ABS-KEY ( security
OR secure OR vulnerability OR vulnerabilities OR
attack OR attacks OR malware OR sandbox OR sandboxing
OR isolation OR verification OR fuzzing OR detection

OR monitoring OR intrusion OR threat OR threats ) AND
( LIMIT-TO ( SUBJAREA , "COMP" ) OR LIMIT-TO (

SUBJAREA , "ENGI" ) OR LIMIT-TO ( SUBJAREA , "MATH"
OR LIMIT-TO ( SUBJAREA , "DECI" ) OR LIMIT-TO (
SUBJAREA , "MULT" ) ) AND ( LIMIT-TO ( LANGUAGE ,
"English" ) )

Uhttps://www.scopus.com/pages/search/publications?type=advanced
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The search was executed on March 2026, and the corpus
includes publications available in Scopus up to that date. The
search returned 401 records. Scopus was selected for its broad
coverage of peer-reviewed computer science and engineering
literature and major WebAssembly security venues. To miti-
gate indexing gaps, backward and forward snowballing was
conducted in May 2026 during the inclusion phase.

4) Screening: Two co-authors independently and blindly
screened the retrieved records. After removing duplicates, 376
unique records remained. Each reviewer classified papers as
included, excluded, or maybe; the latter was used when the
title and abstract were insufficient to determine relevance.

A study was considered relevant when its primary focus
involved Wasm security, including vulnerabilities, attacks,
defenses, or detection. Studies addressing Wasm without a
substantive security contribution were excluded.

5) Eligibility Assessment: Potentially relevant studies were
then assessed in greater detail against the following criteria:
(1) published in 2017 or later; (ii) written in English; (iii) peer-
reviewed; and (iv) containing a substantive security contribu-
tion related to Wasm. Studies not satisfying these criteria or
outside the scope of the RQs were excluded.

6) Inclusion and Conflict Resolution: The two reviewers
compared their decisions and resolved disagreements through
discussion and consensus. This resulted in 128 papers. Then,
the co-authors validate the query by performing backward and
forward snowballing, and found additional 7 relevant studies.
The final corpus contained 135 papers, which formed the basis
of the subsequent analysis. The bibliography also contains
background/supporting references that are not included in the
135-study analytical corpus.

B. Conducting the Systematic Review

We conducted systematic data extraction and synthesis using
a predefined data-extraction spreadsheet, which is available
in our GitHub repository 2. The extracted information was
organized according to the RQs to establish relationships
among Wasm components, application domains, vulnerabili-
ties, attacks, detection techniques, and mitigations.

C. Reporting and Synthesis

We synthesize the 135 included studies through a structured
taxonomy, cross-analysis, and research-gap analysis. First, we
construct a taxonomy of Wasm security threats based on the
affected components such as binaries and runtimes. Second,
we analyze Wasm security from an application-domain per-
spective, identifying the threats, affected components, attacks,
and defenses investigated in each use case. This enables com-
parison of domain-specific threats with security problems re-
curring across multiple environments. Third, we cross-analyze
attacks, vulnerabilities, Wasm components, application do-
mains, adversarial models, and defensive techniques to identify
recurring attack classes, component-specific weaknesses, and
gaps between demonstrated attacks and available defenses.

Zhttps://github.com/saharzamanian/WebAssembly-Security-SoK
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Fourth, we synthesize detection and mitigation techniques
according to the security problems they address and the Wasm
components at which they operate. This highlights both well-
studied defenses and threats for which effective defenses
remain limited. Finally, we identify research gaps.

IV. TAXONOMY OF WEBASSEMBLY SECURITY

This section presents a taxonomy of Wasm security that ad-
dresses RQ2 and RQ3. The taxonomy, summarized in Figure 1,
organizes the main security concerns, including vulnerabilities
and attacks identified across the reviewed studies, and provides
a structured view of the Wasm security landscape. It also
incorporates the adversarial models considered in each study.

A. Vulnerabilities

1) Linear Memory: Linear memory is the most frequently
identified vulnerable component. Wasm bounds-checks mem-
ory accesses against the size of the module’s linear memory,
preventing ordinary Wasm instructions from directly accessing
memory outside that region. However, this mechanism pro-
vides memory isolation, not complete memory safety within
the linear memory itself [13].

This distinction is crucial for C and C++ programs, where
stack and heap objects, global data, pointers, and allocator
metadata share Wasm’s linear memory. Accesses may there-
fore remain within valid memory bounds while violating ob-
ject boundaries, preserving vulnerabilities such as buffer over-
flows, use-after-free, double-free, heap-metadata corruption,
invalid pointer accesses, and memory leaks [14]. Although
Wasm prevents direct corruption of native executable memory,
overflows can still corrupt pointers, function-table indices,
or allocator metadata within linear memory. Thus, Wasm’s
bounds checks limit memory corruption but do not eliminate
inherited memory-safety vulnerabilities.

Several studies also identify the unmanaged stack as a
vulnerable region. This is different from the Wasm runtime’s
internal operand and call stacks. Compilers such as LLVM
may place a C or C++ code stack inside linear memory and
maintain its pointer using a mutable global variable. Since this
stack is ordinary writable linear memory, stack-based buffer
overflows and corruption remain possible [15], [16].

2) Runtime: The Wasm runtime forms a critical part of
the sandbox boundary. RQ2 identifies standalone runtimes
and virtual machines such as Wasmtime, Wasmer, WAMR,
WAVM, and EOS-VM, as well as browser engines such as
V8, SpiderMonkey, and JavaScriptCore [17].

Each stage introduces implementation-specific attack sur-
faces: decoders may misparse malformed instructions, valida-
tors may accept invalid modules, interpreters may incorrectly
implement opcodes, and JIT/AOT backends may generate
incorrect native code [18]. Accordingly, runtime studies report
defects in decoding, validation, instruction execution, mem-
ory management, error handling, SIMD, garbage collection,
exception handling, and other execution features.

Runtime vulnerabilities are particularly important because
the runtime enforces Wasm’s security guarantees. For example,
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WebAssembly Security Taxonomy

VULNERABLE LAYERS AND ATTACK SURFACES

[ V1 Linear Memory ]

e Linear-memory isolation weaknesses

e Stack, heap, and static-data corruption
® Unsafe/forgeable pointers and metadata
e Function-table and indirect-call integrity
® Sensitive-data overwrite or disclosure

V2 Runtime

® Decoder and binary-parser defects

e Validation and type-stack handling errors
o Interpreter or JIT/AOT runtime bugs

e Runtime policy enforcement weaknesses
o Null or error-state mismanagement

V3 Compiler & Toolchain

o C/C++ memory bugs propagated into Wasm
® Missing stack/heap protection mechanisms
® Incorrect ilation or code i

o Native-Wasm semantic discrepancies

o Interface and binding-generator defects

V4 WASI, host interface

® Broad or unsafe system-call surface

® Capability and ambient-authority mistakes

e Unsafe imports, host calls, and FFI boundaries
e JavaScript—-Wasm interoperability weaknesses
o 1/O driver and embedding API exposure

V5 Module & binary structure

® Bytecode and section-parsing complexity

® Coarse module isolation or shared state

® Function-table and indirect-call mediation

® Visible library and single-pass signature leakage
® Third-party or adversarial modules

V6 Microarchitecture & shared hardware

e Shared CPU caches and predictor state

® Branch-prediction structures

e Speculati ion windows

e Timing-visible instructions or resources

® Hardware isolation beneath the Wasm sandbox

Fig. 1. Taxonomy of WebAssembly security vulnerabilities and attacks

Wasm requires linear-memory accesses to be bounds checked.
If a JIT compiler incorrectly removes or generates a bounds
check, the generated native code may violate an isolation
property that is guaranteed at the Wasm specification level
[19]. Severe runtime defects can result in crashes, memory
corruption, incorrect execution, or sandbox escape [20], [21].

3) Compiler and Toolchain: Compiler-related vulnerabili-
ties occur both when source programs are translated into Wasm
and when Wasm is translated into native machine code. At
the source-to-Wasm level, toolchains such as Clang/LLVM,
GCC, Emscripten, and WASI SDK determine the layout of
the stack, heap, global data, and other program structures.
Several reviewed studies identify missing or weaker protection
mechanisms, such as absent stack-protection instrumentation,
as a reason why vulnerabilities from native C/C++ programs
may remain exploitable after compilation to Wasm [22].

At the Wasm-to-native level, JIT and AOT compilers must
correctly translate Wasm’s safety checks into machine instruc-
tions. Bugs in optimization, instruction selection, register han-
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Al Memory exploitation

o Stack/heap buffer overflow and stack smashing
® Out-of-bounds read or write

® Use-after-free, double-free, invalid free

e Heap-metadata and pointer corruption

o Integer overflow and format-string abuse

A2 Control-flow & code execution

e Remote code execution and code injection
e Control-flow hijacking or bending

® Return-oriented and indirect-call abuse

@ Object-code or binary-code confusion

© Sandbox escape and privilege escalation

A3 Side-channel & speculative attacks

o Cache attacks (e.g., Prime+Probe)

® Timing side channels and key extraction

e Port-contention side channels

® Speculative side channels (Spectre/BTB/PHT/RSB)
© Cross-origin or cross-domain information disclosure

A4 Resource abuse & availability

o Cryptojacking and drive-by cryptocurrency mining
@ CPU and resource exhaustion

® Denial-of-service and runtime crashes

e Malformed-input or state confusion abuse

® Browser-resource or bandwidth overuse

AS5 Privilege & isolation attacks

® Privilege escalation and confused-deputy abuse
e Capability violations

e Host-kernel or cross-container compromise

e Lateral or vertical isolation bypass

® System-interface abuse beyond least privilege

A6 Malware, evasion & delivery

e Multilingual JavaScript-Wasm malware

@ Obfuscation and malware-detection evasion

® Drive-by delivery and malicious advertisement elements
e Skimmers and browser-hosted payloads

e Malicious packages and supply-chain delivery

dling, or code generation can therefore introduce behavior that
does not correspond to the original Wasm semantics [23], [24].
The reviewed studies report compiler bugs, miscompilation,
instruction-selection errors, and incorrect code generation as
security-relevant implementation weaknesses [25].

4) WASI, Host Interfaces: Core Wasm does not directly
provide unrestricted access to operating-system resources.
Instead, a module interacts with its environment through
imported functions and interfaces such as WASI [26]. These
interfaces therefore represent an important security boundary.

When a Wasm module invokes a host function, trusted host
code interprets parameters such as memory offsets, lengths,
file descriptors, handles, and pointers. Incorrect validation can
allow an untrusted module to access resources outside its linear
memory. Vulnerable components identified in the reviewed
studies include WASI implementations, host-call handlers,
system-call wrappers, imported functions, JavaScript—-Wasm
interfaces, FFIs, and other language bindings [27].

Key risks include overly broad capabilities, unsafe host
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functions, inadequate parameter validation, filesystem and
path-handling errors, symlink and TOCTOU attacks, and mis-
use of operating-system services. Thus, even when the core
Wasm sandbox operates correctly, flaws in the host interface
can expose protected resources to the module [28].

Cross-language communication introduces a related prob-
lem. JavaScript—-Wasm interactions, native FFIs, WIT-
generated bindings, and imported/exported functions must cor-
rectly translate data, memory references, types, and resource
lifetimes across environments. Errors at this boundary can
therefore bypass assumptions within the Wasm module.

5) Module and Binary Structure: Wasm uses structured
control-flow instructions such as block, loop, br, and
br_1if, preventing arbitrary jumps to instruction addresses.
Indirect calls use call_indirect, which selects a func-
tion from a table and performs bounds and type checks
before the call [2]. These mechanisms make traditional native-
code control-flow attacks more difficult, but do not eliminate
control-flow manipulation [29], [30].

An issue arises when the index for an indirect call originates
from corruptible application memory. C/C++ function point-
ers, for example, are commonly represented as table indexes.
If memory corruption modifies the index, call_indirect
may invoke a different function if the target passes Wasm’s
type check. Thus, type checking restricts possible targets but
does not ensure the intended function is called [31]. The
reviewed studies identify function tables, indirect-call indexes,
jump tables, mutable stack pointers, and branch-dependent
values as security-sensitive control-flow data that can enable
control-flow hijacking when combined with memory corrup-
tion or implementation weaknesses [32], [33].

A Wasm module is divided into structured sections con-
taining types, imports, functions, tables, memories, globals,
exports, code, data, and optional custom sections. Parsers,
validators, analysis tools, and malware detectors must correctly
interpret this representation. Malformed or unusual bytecode
can expose bugs in runtime decoders and validators [34].

In addition, attackers can manipulate custom sections, in-
struction sequences, constants, function bodies, or data sec-
tions without necessarily changing the observable behavior
of the program. Such transformations have been investigated
for obfuscation and malware-detection evasion [35], [36].
Therefore, binary-level vulnerabilities appear in two forms:
implementation bugs triggered while parsing or validating
malicious modules, and deliberate manipulation of valid Wasm
binaries to conceal malicious behavior or evade static and
learning-based detection systems [37], [38].

6) Microarchitecture and Shared Hardware: Several re-
viewed studies identify hardware components below the
Wasm abstraction as additional attack surfaces. These in-
clude CPU caches, branch predictors, speculative-execution
mechanisms, simultaneous multithreading (SMT), execu-
tion ports, and high-resolution timing mechanisms such as
SharedArrayBuffer [39], [40].

These attacks differ from ordinary memory corruption be-
cause they do not necessarily violate Wasm’s architectural
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memory bounds. Instead, sensitive information is inferred
from microarchitectural state. For example, a victim’s memory
access may modify the CPU cache, and an attacker can infer
this access by measuring differences in subsequent access
times [41]. Similarly, speculative execution can transiently
execute operations that affect cache state even when their
architectural results are later discarded [42].

Consequently, a correctly implemented Wasm sandbox
does not by itself prevent cache-based, speculative-execution,
branch-prediction, or port-contention side channels [43]. Pro-
tection against these attacks also depends on the browser or
runtime and on the underlying processor architecture.

B. Attacks and Exploitation Techniques

Attackers can exploit weaknesses in compiled programs,
runtimes, browser interfaces, or underlying hardware, and can
use Wasm to deliver or execute malicious code. The identified
attacks fall into six main classes, described below.

1) Memory Exploitation: Memory exploitation targets er-
rors in Wasm linear-memory management. While Wasm
enforces runtime bounds checks, programs compiled from
memory-unsafe languages such as C and C++ may retain
vulnerabilities from the source program [14].

Common examples include buffer overflows, out-of-bounds
reads and writes, use-after-free, double-free, stack smash-
ing, heap corruption, null-pointer de-references, and integer
overflows that lead to incorrect memory allocation. A buffer
overflow occurs when data is written beyond the allocated
boundary of a buffer, while use-after-free refers to accessing
memory after it has already been released [44].

These vulnerabilities are severe because corruption can
occur within valid Wasm linear memory without violating the
outer sandbox boundary. For example, an overflow may over-
write adjacent objects, function-related data, heap metadata,
or security-sensitive values. Memory corruption can therefore
enable data modification, information disclosure, control-flow
manipulation, or subsequent code execution [13].

2) Code Execution: Code-execution attacks aim to make
a program perform operations outside its intended control
flow. Reported attacks include remote code execution (RCE),
code injection, indirect-call redirection, control-flow hijacking,
code-reuse attacks, and arbitrary code execution.

Remote code execution allows attacker-controlled code or
operations to execute on a target system. Control-flow hijack-
ing redirects execution from its intended path to an attacker-
selected target [45]. In Wasm, this may involve corrupting
data used by indirect calls, exploiting runtime or compiler
bugs, or combining memory corruption with imported host
functionality [42]. The impact depends on where execution is
obtained: within a Wasm module, it may modify application
state or sensitive data; if it reaches privileged host functions,
JavaScript interfaces, system calls, or a vulnerable runtime, it
can extend beyond the module to host-level compromise.

3) Side-Channel Attacks: Side-channel attacks recover in-
formation from observable execution effects rather than di-
rectly reading protected memory. Reported techniques in-
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clude timing attacks, cache attacks, port-contention attacks,
speculative-execution attacks, memory-deduplication attacks,
and DRAM-based attacks [46].

A timing attack infers information from differences in
execution time. Cache attacks such as Prime+Probe in-
fer activity by observing changes in cache sets, whereas
Flush+Reload determines whether shared cache lines have
been accessed by measuring reload latency. Port-contention
attacks infer another computation’s activity by measuring
competition for shared CPU execution units [47].

Speculative-execution attacks such as Spectre exploit
instructions that execute transiently following an incorrect
processor prediction. Variants target structures such as the
Pattern History Table (PHT), Branch Target Buffer (BTB), and
Return Stack Buffer (RSB). Although the transient instructions
are later discarded architecturally, their effects can remain
observable in caches or other processor state [48].

These attacks are severe because they can disclose cryp-
tographic keys, passwords, memory-access patterns, or other
secrets without an ordinary out-of-bounds read [49]. Wasm’s
memory bounds therefore provide logical memory isolation
but do not isolate shared microarchitectural resources such as
caches, branch predictors, execution ports, and DRAM [50].

4) Resource Abuse: Resource-abuse attacks unauthorizedly
consume computational or system resources or deny them
to legitimate workloads. Cryptojacking is the most common
example, in which a malicious Wasm module mines cryp-
tocurrency using the victim’s CPU [51], [52]. Other forms
include CPU monopolization, memory exhaustion, bandwidth
consumption, battery draining, file-system exhaustion, entropy
depletion, and denial-of-service (DoS). A DoS attack reduces
or prevents service access by exhausting resources or forcing
the target into failure. Wasm enables abuse because CPU-
intensive operations run efficiently in browsers, edge devices,
and servers.

Resource abuse does not necessarily require memory cor-
ruption or sandbox escape; a module may operate within its
granted permissions while deliberately consuming excessive
CPU time, memory, storage, network capacity, or energy.
The consequences include performance degradation, service
unavailability, increased cloud costs, and battery depletion on
constrained devices [39], [40].

5) Isolation Attacks: Isolation attacks target the boundaries
intended to separate Wasm modules from the host system,
other modules, or other tenants. Examples include sandbox
escape, file-system escape, privilege escalation, unauthorized
host-resource access, cross-module interference, capability
violations, and host-kernel compromise. A sandbox escape
occurs when untrusted code crosses the restrictions of its exe-
cution environment and gains access to resources outside that
environment. Such attacks may originate from runtime bugs,
compiler defects, incorrectly implemented bounds checks, un-
safe host interfaces, excessive WASI permissions, vulnerable
system calls, or errors at the Wasm-host boundary [21].

Isolation attacks are particularly severe because sandboxing
is a primary security boundary for untrusted Wasm. Once
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® Memory safety & corruption

B Web-data-financial & access attacks

O Code execution & control-flow

= Runtime-device-availability & logic faults
B Side-channel & secret extraction

@ Sandbox-host isolation escape

o Cryptojacking & resource abuse

@ Malware-supply-chain & evasion

Fig. 2. Distribution of attacks considered most severe

crossed, an attacker may access host files, invoke privileged
operations, interfere with other modules, compromise neigh-
boring workloads, or execute code with the hosting process’s
privileges. A sandbox escape can therefore turn a module-level
vulnerability into a system-level compromise [53].

6) Malware: Wasm can also be used to implement, conceal,
or deliver malicious functionality. Reported examples include
ransomware, cryptominers, phishing components, web key-
loggers, JavaScript skimmers, drive-by downloads, malicious
advertisements, and JavaScript—-Wasm malware [54].

A major concern is obfuscation, which makes code harder
to analyze while preserving functionality [36]. Wasm mal-
ware can use string and function-name obfuscation, control-
flow transformations, binary diversification, and semantics-
preserving code mutations [38]. Binary diversification gener-
ates functionally equivalent binaries with different low-level
representations, reducing the effectiveness of detectors relying
on fixed signatures or structural patterns [55], [56].

Wasm can also split malicious behavior between Wasm and
JavaScript. Computational or concealed logic can remain in
the Wasm module, while imported JavaScript functions access
browser APIs, networking, storage, the DOM, or other host
capabilities. This cross-language execution can hinder recon-
struction of malicious behavior when security tools analyze
only one side of the JavaScript—-Wasm boundary [57].

Malware is severe when Wasm is used not only to execute
the payload but also to evade detection. Ransomware can use
Wasm for high-performance encryption, cryptominers can con-
ceal resource theft, and diversified or obfuscated binaries can
bypass signature-based detection. Supply-chain attacks further
extend this threat by introducing malicious Wasm modules
through dependencies that are treated as trusted components.

7) Which Attacks Are Considered the Most Severe and Why:
Of the 135 papers examined, 35 did not specify a most-
severe attack. Thus, the distribution shown in Figure 2 is
based on the remaining 100 papers. To construct Figure 2,
we identified the attack each study explicitly described as its
primary or most severe threat. Attacks were grouped by their
dominant security objective and exploitation mechanism (e.g.,
memory corruption and code execution). For studies reporting
multiple attacks, only the principal or most severe attack
was counted. Studies without an identified primary attack
or focused primarily on defenses, tools, methodologies, or
general security analyses were excluded. Thus, Figure 2 shows
the distribution of reported primary attack concerns among
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studies explicitly identifying a most severe attack, rather than
across the entire corpus.

Memory-safety and corruption attacks form the largest
category (29%), including buffer overflows, out-of-bounds ac-
cesses, use-after-free, double-free, and stack corruption. Web,
data, financial, and access-related attacks account for 14%,
involving unauthorized access, authentication or authorization
failures, XSS, phishing, and blockchain attacks, with impacts
including data disclosure, manipulation, account compromise,
and financial loss.

Code-execution and control-flow attacks represent 12%,
covering code injection, remote or arbitrary code execution,
and control-flow manipulation that redirects execution to un-
intended or attacker-controlled code. Runtime, device, avail-
ability, and logic-related attacks account for 11%, including
denial of service, crashes, resource exhaustion, runtime and
compiler failures, device faults, and logic flaws. Side-channel
and secret-extraction attacks account for 10%, including Spec-
tre, cache, timing, and port-contention attacks that can expose
sensitive information without violating memory boundaries.

Sandbox and host-isolation attacks account for 9%, targeting
Wasm’s isolation boundary to compromise hosts or protected
domains. Cryptojacking and resource-abuse attacks also ac-
count for 9%, exploiting computational, memory, energy,
or cloud resources. The remaining 6% comprises malware,
supply-chain, and detection-evasion attacks, including mali-
cious dependencies and techniques that conceal Wasm code
from static or behavioral detection.

C. Adversarial Models

We classify adversarial assumptions as honest, semi-honest,
malicious, or unspecified. Of the 135 reviewed papers, 112
(83.0%) assume malicious adversaries, 2 (1.5%) honest ad-
versaries, and 1 (0.7%) semi-honest adversaries, while 20
(14.8%) leave the model unspecified. Among studies defining
an adversarial model, 97.4% assume malicious adversaries.

The malicious model is frequently used because Wasm
is widely accessible while increasingly deployed in critical
infrastructures handling sensitive data and resources. Re-
searchers therefore consider worst-case scenarios where users,
inputs, or other components may be intentionally malicious,
testing whether Wasm’s sandboxing, memory isolation, run-
time, compiler, and other security mechanisms withstand
active attacks. The very small number of honest and semi-
honest models indicates that Wasm security research primarily
focuses on active adversarial threats rather than accidental
faults or honest but curious participants.

V. SECURITY IN WEBASSEMBLY APPLICATION DOMAINS

The security implications of Wasm depend on its de-
ployment environment. Across the reviewed literature, attack
surfaces extend beyond Wasm linear memory to runtime
implementations, host interfaces, shared hardware, peripheral
access, and application-specific logic. Table I presents the most
frequently studied Wasm application domains in the reviewed
literature, their vulnerable components, consequent exploits,
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and corresponding mitigations. The following discussion sum-
marizes the principal vulnerabilities and attacks in the most
frequently studied domains, and addresses RQ1 and RQ4.

A. Domain-Specific Vulnerabilities and Attacks

1) Web and Browser Applications: Browser-based Wasm is
exposed through linear memory, browser engines, JavaScript—
Wasm interfaces, browser APIs, and native libraries compiled
to Wasm. Threats include memory corruption, cryptojacking,
XSS, ransomware, malicious modules and extensions, and
Spectre-style timing or cache side channels [48], [58], [59].
Memory vulnerabilities inherited from C/C++ libraries can
also remain exploitable in Wasm linear memory [60].

2) IoT and Embedded Systems: In IoT deployments, pri-
mary attack surfaces include linear memory, embedded run-
times, peripheral interfaces, and resource-management mecha-
nisms [61]. Reported attacks include buffer overflows, out-of-
bounds accesses, use-after-free, resource exhaustion, control-
flow violations, and unauthorized sensor or actuator access
[62]. These risks are particularly significant on constrained
devices with limited or absent hardware memory protection.

3) Cloud and Edge Computing: Cloud and edge environ-
ments primarily expose Wasm through runtime sandboxing,
WASI/WASIX interfaces, host system calls, shared mem-
ory, and processor resources. Runtime or WASI flaws may
enable sandbox escapes or unauthorized host access, while
Spectre, cache attacks, port contention, covert channels, and
RowHammer exploit shared hardware. Resource exhaustion
and malicious modules further threaten availability and tenant
isolation [19], [21].

4) Industrial Control Systems: In industrial systems, vul-
nerable components include memory-mapped I/O registers,
interrupt interfaces, runtime isolation, and third-party modules
[63]. The reviewed studies report remote code execution,
register manipulation, malicious modules, memory corruption,
and priority or interrupt interference [64]. Unlike conventional
web environments, exploitation can therefore affect not only
software state but also physical control and real-time behavior.

5) Wasm-Based Smart Contracts: Smart-contract security
involves Wasm-level memory safety and blockchain-specific
logic. Memory errors such as stack overflows and allocator
vulnerabilities may propagate from unsafe source languages,
while fake transfers, forged notifications, missing authoriza-
tion checks, reentrancy, rollback, and integer overflow arise
from contract logic [65]. Predictable blockchain state and
vulnerabilities in blockchain-specific Wasm engines introduce
additional risks [66]. Consequently, analysis must consider
both linear-memory behavior and persistent blockchain state.

6) Other Application Domains: Additional attack surfaces
arise in server-side applications, software supply chains, cryp-
tographic libraries, machine-learning systems, and storage
applications. These include unsafe WASI interfaces, mali-
cious packages, compiler or binding-generation defects, cryp-
tographic timing leakage, model extraction, malware-detector
evasion, and ransomware. Such cases demonstrate that Wasm
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security also depends on the surrounding toolchain, host
environment, and application-specific components.

B. Domain-Specific Mitigation

1) Web and Browser Applications: Browser-oriented de-
fenses combine malicious-module detection, memory isola-
tion, and side-channel protection. Static, dynamic, and ML-
based systems such as MINOS, MineSweeper, SEISMIC,
and OutGuard detect malicious or cryptojacking modules,
while stack canaries and fine-grained library isolation limit
memory corruption [84], [85]. Constant-time programming
mitigates timing leakage, and browser-API monitoring can
restrict suspicious file or host operations.

2) IoT and Embedded Systems: Mitigation focuses on
lightweight isolation and resource control. Trusted Execution
Environments (TEEs), such as Arm TrustZone, isolate sensi-
tive Wasm workloads [86], while capability-based permissions
restrict peripheral access. Bounds checking, stack canaries,
memory tagging, execution timeouts, and resource quotas
address memory corruption and denial-of-service attacks. Run-
time anomaly detection provides additional protection against
malicious module behavior.

3) Cloud and Edge Computing: Cloud and edge defenses
primarily strengthen tenant and host isolation. Restricted
WASTI interfaces and syscall mediation limit host access, while
capability-based memory protection, Intel MPK, and memory
tagging provide finer-grained isolation [41], [87]. TEEs and
remote attestation protect workloads from untrusted hosts,
whereas resource quotas and side-channel defenses address
denial-of-service and shared-hardware leakage.

4) Industrial Control Systems: Industrial defenses empha-
size isolation while preserving real-time requirements. Soft-
ware Fault Isolation (SFI) constrains memory and control
transfers, while driver isolation separates potentially faulty
components. Wasm-IO additionally protects hardware regis-
ters and interrupt handling from unauthorized modification
and timing interference [73]. Runtime monitoring and policy
enforcement can further detect abnormal control behavior.

5) Wasm-Based Smart Contracts: Smart-contract defenses
combine program analysis with blockchain-aware validation.
Static and symbolic analysis identify unsafe memory oper-
ations, authorization errors, and vulnerable execution paths,
while state-aware analysis tracks persistent state across calls.
Explicit authorization checks mitigate contract-logic attacks,
and stack canaries provide basic protection against inherited
memory errors. Formal verification can further establish that
contract execution follows intended semantics [88], [89].

6) Other Application Domains: For other Wasm deploy-
ments, mitigation is largely application-specific. Supply-chain
uses fuzzing, differential testing, static analysis, and repro-
ducible builds; cryptographic applications require constant-
time implementations; server-side deployments use restricted
WASI interfaces and privilege separation; and untrusted bi-
naries are analyzed through static analysis, instrumentation,
symbolic or concolic execution, and fuzzing [90], [91].
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RS P IR P
Memory safety 0 0 3 2 5 6 --- 4
Runtime/JIT 1 0 1 1 2 1 --- 5
WASI/FFI/Host 0 0 2 1 2 1 7 6 - 5
Control flow 0 1 2 1 3 3 3 3 2
Memory attacks 0 0 1 2 4 6 --- 7
Control/RCE 0 0 0 2 1 4 1 -- 2
Cryptojacking 0 0 3 2 2 2 5 5 4 1
Side channel 0 1 1 1 4 2 0 2 5 2
Static/Formal 1 0 1 3 2 5 --- 3
Fuzzing 0 0 0 0 1 1 5 6 3
Memory protection 1 0 2 1 3 0 6 6 - 2
Isolation 1 0 1 0 4 4 4 5 - 4

Fig. 3. Annual trends in WebAssembly security research; 2026 represents a
partial year.

VI. CROSS-ANALYSIS OF WEBASSEMBLY SECURITY

For the cross-analysis, we identified a recurring pattern
in which certain vulnerabilities and their exploitations were
more common in specific years, followed by their mitiga-
tion. We therefore analyzed the vulnerabilities discussed most
frequently each year, the attacks exploiting them, and the
corresponding mitigation techniques. Figure 3 summarizes the
evolution of the main Wasm security topics from 2017 to
May of 2026°. Values indicate the number of reviewed papers
addressing each category and thus represent research attention
rather than real-world attack frequency.

In 2017-2018, research attention increasingly shifted toward
Wasm runtime correctness and microarchitectural leakage,
with the main demonstrated threat being a cache-based side-
channel exploiting shared processor resources rather than
linear-memory corruption. Defenses included formal valida-
tion, isolation, and trusted cryptographic implementations.

During 2019-2020, cryptojacking became a major investi-
gated attack. In this case, attackers primarily abused Wasm’s
computational efficiency rather than exploiting a memory
vulnerability. Dynamic monitoring and resource-usage anal-
ysis were therefore common mitigation approaches. At the
same time, research increasingly examined linear-memory
weaknesses and indirect calls as possible sources of memory
corruption and control-flow attacks.

From 2021 to 2024, memory exploitation became the most
frequently represented in our corpus attack category. Buffer
overflows, use-after-free, out-of-bounds accesses, and heap or
stack corruption were mainly associated with Wasm’s linear
memory and memory-unsafe source languages such as C and
C++. Corruption of function tables or indirect-call state could
further enable control-flow hijacking or remote code execution
(RCE) [22]. Consequently, the main defenses included static

3The main database search was conducted in March 2026, followed by the
snowballing search in May 2026.
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TABLE 1. OVERVIEW OF WASM APPLICATION DOMAINS WITH THEIR SECURITY RELATED

ISSUES
Application | Includes Vulnerable Components Exploitations Mitigation References
domains
‘Web, Browser- Linear/shared memory, browser Wasm Memory corruption, XSS, Sandboxing and fine-grained library [19], [46],
Browser, based engines (V8, JavaScriptCore), JS—Wasm | Spectre/cache/timing side channels, isolation; linear-memory bounds [49], [54],
Client-side Applications | boundary, embedding/host functions, cryptojacking, malware checking; constant-time execution and [56]-[591,
web GC/SIMD, data/code sections evasion/obfuscation, crashes branch linearization against timing [67]
attacks; strict CSP/COOP/COEP policies;
filesystem-access interception; W"X and
runtime hardening.
Cloud and FaaS, Runtime sandbox, intra-process isolation, | Sandbox escape, tenant-isolation failure, | TCB minimization; TEEs [71, [68]
Edge Serverless, | WASI/WASIX interfaces, host syscall Spectre/isolation bypass, resource (SGX/TrustZone) and remote attestation;
Computing | 5G/6G ABI, virtual memory, exhaustion, scalability issues,Container | Memory migration/encryption;
filesystem/memory-mapping interfaces escape, executable-memory abuse syscall/host-interface isolation; CPU,
memory and filesystem resource quotas;
timeouts; W"X/HFI-based runtime
isolation.
IoT and CPS, ICS, Peripherals, MMIO registers, Unauthorized peripheral access, Software fault isolation (SFI); [41], [61],
Embedded Automation |ECUs/MCUs, vehicle-signal interfaces, Exacerbated by absence of MMU, TrustZone/TEE isolation; [62], [64],
Systems interrupt lines, industrial data layers, Remote code injection, Backdoors, capability-based peripheral access; [69]-[76]
untrusted modules, software stack, Unauthorized hardware and data access, |counting semaphores and strict energy
Energy and resource exhaustion cascading outages, Isolation failure, allotments; secure boot and remote
unauthorized access/interference between | attestation; isolated device drivers;
applications memory bounds/address-translation
protection.
Blockchain EOSIO, Linear memory, contract execution state, | Buffer/stack overflow, authorization Sandboxed contract execution; stack [28], [52],
Cryptocur- | runtime/VM, authorization logic, RNG, |flaws, forged notifications, weak canaries, memory hardening; [65],
rency persistent storage randomness, state-manipulation bugs, authorization and address verification; [771-[80]
applications, runtime/VM vulnerabilities token issuer/recipient validation;
Smart sensitive-data-flow tracking, symbolic
Contracts analysis; runtime validation
Infrastructure, | Node.js, Wasm code and host environment, Code injection, memory corruption, Native/COTS libraries; Seccomp/syscall [19], [43],
Server-side HTTP imported functions/runtime remote code execution (RCE) filtering; host-function restriction and [81]
servers, Iso- capability-based permissions; memory
lation/sand- bounds checking and stack-smashing
boxing of protection; W"X enforcement;
native/COTS pre-deployment testing and runtime
libraries validation.
WASM Core |Wasmtime, |Module-to-module interfaces and shared |Malicious module interaction, Module-boundary and encapsulation [20], [21],
and Runtimes | WAMR, mutable memory, Filesystem APIs, cross-module corruption, Sandbox verification; centralized hostcall safety [63], [82],
wasm3, pre-opened directories, FSA API, host escape, path/filesystem violations, policies; capability-based [83]
wasm-interp, | syscall interfaces unauthorized local file access filesystem/WASI access; linear-memory
EOS-VM, bounds checking and fine-grained
browser memory isolation; Stack protection;
engines, systematic runtime testing.
WASI, FFI

analysis, fuzzing, stack canaries, shadow memory, bounds
checking, memory isolation, and formal verification.

In 2025-2026/05/01, memory exploitation remained impor-
tant, but research expanded to runtimes, compilers, WASI,
FFIs, and host APIs. Excessive host permissions or unsafe
imports could enable sandbox escape, filesystem abuse, or
privilege escalation despite intact linear-memory isolation.
Mitigations emphasize least-privilege access, stronger WASI
isolation, runtime/compiler fuzzing, memory hardening, and
hardware-assisted isolation [87].

VII. DETECTION TECHNIQUES AND MITIGATION

A. Detection Techniques

The reviewed studies employ three main classes of Wasm
security detection techniques: static, dynamic, and hybrid
(RQ4).

1) Static Analysis: Static analysis examines Wasm binaries
without execution using techniques such as abstract inter-
pretation, control-flow and reachability analysis, information-
flow and taint analysis, and binary-level vulnerability scan-
ning [92]-[94]. These methods are primarily used to identify
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memory-safety violations, unsafe function interactions, mali-
cious data flows, and vulnerabilities in Wasm smart contracts
[95].

2) Dynamic Analysis: Dynamic analysis observes program
behavior at runtime through instrumentation, runtime checks,
resource monitoring, and profiling. Key indicators include
CPU usage, instruction distributions, memory-access patterns,
and timing behavior, especially for detecting cryptojacking,
anomalous execution, and side-channel activity.

3) Hybrid Analysis: Hybrid approaches combine static pro-
gram properties with runtime observations, enabling detection
of vulnerabilities and anomalous behaviors that static or dy-
namic analysis alone may miss [95].

B. Mitigation Techniques

The reviewed mitigation mechanisms can be grouped into
five main categories: isolation and memory protection, code
hardening, privilege restriction, compiler and runtime harden-
ing, and resource protection.

1) Isolation and Memory Protection: Sandboxing and iso-
lation are among the most common defenses. These include
Wasm linear-memory sandboxing, SFI, process and tenant
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isolation, and separation between Wasm modules and host
components. They are often combined with dynamic bounds
checking to restrict memory accesses to valid regions [55],
[96], [97].

Memory-safety mechanisms further include memory-safe
Wasm extensions, segmented memory, unforgeable handles
or capabilities, memory tagging, canaries, shadow memory,
and redzones [98]—-[101]. Hardware-assisted mechanisms such
as Memory Protection Keys (MPK), TEEs, and TrustZone
provide stronger memory separation [63]. Control-Flow In-
tegrity (CFI), stack-smashing protection, and Write-XOR-
Execute (W®X) policies additionally mitigate control-flow
and memory-corruption attacks.

2) Binary and Code Hardening: Code-level defenses in-
clude binary rewriting, diversification, obfuscation, code en-
cryption, and instruction or memory-layout transformations
[16], [30]. These mechanisms aim to reduce exploitability and
hinder reverse engineering, malware analysis, and some side-
channel attacks [102].

3) Privilege and Interface Restriction: System-level de-
fenses apply least-privilege execution, privilege separation,
capability-based access control, RPC-based process separation,
and mediation of WASI calls. These mechanisms limit the
access of untrusted Wasm modules to host resources and
sensitive system services [97].

4) Compiler and Runtime Hardening: Compiler and run-
time defenses include hardened JIT and verified compilation,
secure or measured boot, remote attestation, and runtime
sanity checks [22], [103]. Testing techniques such as structure-
aware, greybox, and binary-only fuzzing, differential testing,
symbolic execution, and concolic execution identify defects
in Wasm runtimes, interpreters, JIT compilers, and smart
contracts before deployment. Sanitizers and canary-based in-
strumentation further detect stack and heap corruption [99].

5) Resource and Application-Level Protection: Resource
monitoring, throttling, and rate limiting mitigate cryptojacking
and resource-exhaustion attacks, while trusted execution and
access control protect Wasm deployments in edge, cloud, IoT,
and ICS environments.

6) Anomaly-Based Detection: Several studies detect threats
by identifying deviations from expected Wasm execution be-
havior using runtime features or behavioral profiles [104]-
[106]. These approaches are particularly useful when explicit
vulnerability signatures are unavailable.

VIII. SECURITY FRAMEWORKS AND TOOLS

The reviewed studies cover static and information-flow anal-
ysis, symbolic and concolic execution, dynamic analysis and
fuzzing, memory isolation, side-channel protection, malware
detection, smart-contract security, and formal verification [89],
[107].

A. Static Analysis and Information-Flow Security

Static tools detect vulnerabilities without executing Wasm.
WasmChecker [108] uses abstract interpretation to detect mem-
ory and program errors; Wasmati [109] builds a Code Property
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Graph (CPG) with the Wasmati Query Language (WQL) for
vulnerability queries; and WasmA [93] generates call, control-,
and data-flow graphs for analysis and malware fingerprinting.
WAPPLER [95] performs Horn-clause reachability analysis,
Wassail [8] supports compositional and binary-slicing analysis,
and WalLi [78] identifies security-critical paths.

For multilingual applications, JWBinder [67] reconstructs
JavaScript-Wasm dependencies using an Inter-language Pro-
gram Dependency Graph, while PowerPoly [110] uses Wasm
as a common Intermediate Representation. For information-
flow security, SecWasm [45] combines static Information-
Flow Control typing with dynamic memory checks, while
Wanilla [111] combines taint tracking, abstract interpretation,
and relational reasoning to verify noninterference.

B. Dynamic Analysis, Instrumentation, and Fuzzing

Dynamic frameworks inspect runtime behavior. Wasabi [96]
instruments Wasm binaries for profiling, coverage, call-graph
extraction, memory tracing, and taint analysis [92], while
WASMDYPA [112] combines instrumentation with runtime
plugins for overflow and memory analysis. Other frameworks
include JASMaint [92], Oron [113], and the Wizard Research
Engine [91].

Memory detectors include WBSan [114], VMCANARY [99],
WASHADOW [100], and metaSafer [115]. WBSan com-
bines dependency analysis, instrumentation, shadow mem-
ory, and red zones; VMCANARY validates stack canaries;
WASHADOW checks allocation and memory accesses using
shadow memory; and metaSafer protects heap metadata out-
side linear memory.

Fuzzers include WasmFuzzer [116], SwFuzz [117], WALTZZ
[103], ESFuzzer [118], WAFL [119], WasmCFuzz [25], WA-
GEN [20], and Wapplique [120], using coverage, grammar,
structure, grey-box, mutation, and differential-testing tech-
niques [120]. LWDIFF [121] adds Large Language Model gen-
erated mutations; WAGEN and Wapplique perform differential
testing; WasmDiff [31] compares native and Wasm executions;
Atlas [27] tests WebAssembly Interface Type (WIT) bindings;
and WEST [89] derives tests from mechanised specifications.

C. Symbolic and Concolic Vulnerability Detection

SeeWasm [33], Owi [122], Eunomia [34], WANA [123],
and FVPS [124] use symbolic execution and Satisfiability
Modulo Theories (SMT) solvers such as Z3 to determine
whether security-sensitive states are reachable. Concolic ex-
ecution combines concrete and symbolic execution: WASP
[125] instruments the reference interpreter; WASIF [65] adds
taint-based information-flow analysis and function-invocation
sequences; and WASDAM [80] combines concolic fuzzing
with a Data Access Model (DAM), sensitive-code tracing, test
oracles, and path optimisation [126]. These approaches reduce
path imprecision associated with purely static analysis [107].

D. Memory Safety, Sandboxing, and Privilege Isolation

The following preventive frameworks target memory safety
and isolation. WASMSEPA [127] isolates unsafe libraries in
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separate processes via Remote Procedure Calls, preventing
direct access to Wasm linear memory [97]. MSWasm [98]
uses segmented memory and unforgeable handles for spatial
and temporal safety. Cage [40] combines Arm Memory Tag-
ging Extension and Pointer Authentication; PKUWA [14] uses
Intel Memory Protection Keys and Domain Isolated Linear
Memory; WARD [76] uses red zones and randomised address
translation; and Bento [87] isolates memory regions through
static binary rewriting [128].

At the system level, WaSC [129] separates WASI using a
daemon and syscall barriers, while WASMBOX [70], WAIT
[72], Aerogel [71], and Silverline [62] provide sandboxing,
access control, resource isolation, or syscall monitoring. Was-
Dom [24] protects JIT code, while stack protection uses
canaries and VM-assisted validation.

TEEs provide stronger isolation: WATZ [86] uses Arm
TrustZone with remote attestation; TWINE [63] combines
Wasm with Intel SGX, encrypted storage, and attestation; and
Edgedancer [68] uses SGX for trusted edge execution. WaVe
[28] instead formally verifies WASI host-call safety contracts.

E. Side-Channel and Speculative-Execution Security

Swivel [48] mitigates Spectre-style attacks using SFI, Intel
Control-flow Enforcement Technology (CET), MPK, linear
blocks, branch-target-buffer flushing, separated return stacks,
and register interlocking. WaSCR [59] detects secret-dependent
branches through taint analysis over a Program Dependency
Graph (PDG) and rewrites them into constant-time forms,
while VIVIENNE [90] uses Relational Symbolic Execution
(RelSE) and invariants to verify constant-time cryptography;
[130] formally verifies secret independence.

Lurking Eyes [50] detects execution features linked to tim-
ing and speculative attacks, while PC-detector [43] identifies
processor-port contention. Diversification tools such as WASM-
MUTATE [131] and e-graph approaches generate semantically
equivalent but structurally different binaries to reduce pre-
dictable microarchitectural behavior.

F. Malware, Cryptojacking, and Anomaly Detection

Malware detectors combine signatures, runtime behavior,
and Machine Learning (ML). MINOS [84] converts Wasm
binaries to grayscale images for Convolutional Neural Net-
work (CNN)-based cryptojacking detection; MineThrottle [58]
instruments JIT execution to detect and throttle mining threads.
MineSweeper [132], MinerRay [133], SEISMIC [7], RAPID
[134], Outguard [8], and CMTracker [135] use instruction
patterns, signatures, resource monitoring, or learning-based
classifiers.

WasmGuard [136] uses adversarial and contrastive learning;
WasmEye [105] analyzes function-call and memory-access
traces; other approaches classify WASI-call sequences; and
RgBguard [137] detects browser ransomware through File Sys-
tem Access (FSA) calls and file entropy/size changes. Detector
robustness is evaluated using SWAMPED [106] and tools such
as MADVEX [138], wasm-mutate [131], and WASMixer [35],
which study evasion, diversification, and obfuscation rather
than directly detecting vulnerabilities [139].
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G. Security Analysis of Wasm Smart Contracts

Smart-contract frameworks combine path-sensitive and run-
time analysis. EOSAFE [77] uses symbolic execution and
heuristic detectors; WASMOD [79] combines instrumentation,
runtime validation, grey-box fuzzing, and test oracles; WASIF
[65] combines concolic execution with invocation sequences
and taint analysis; WASDAM [80] models contract data access
and fuzzes sensitive paths; and WalLi [78] combines static
critical-path detection with runtime monitoring. These com-
binations are important because contract vulnerabilities often
depend on specific states and input sequences.

H. Formal Verification and Security Assurance

Formal frameworks aim to prove security properties rather
than only detect violations. [Iris-Wasm [88] uses higher-
order separation logic and logical relations; [ris-MSWasm
and MSWasmCert formalise memory-safety and capability
invariants [140]; and WasmRef-Isabelle and WasmCert-Isabelle
provide verified Wasm semantics and interpreters that can also
serve as differential-fuzzing oracles [141].

Arrival [142] verifies instruction selection against Instruc-
tion Set Architecture semantics, while ZKWASM [143] proves
correct Wasm execution using Zero-Knowledge Succinct Non-
interactive Arguments of Knowledge. Unlike conventional
scanners, these systems establish execution, memory-safety,
or semantic properties through formal proof or construction.

It is important to distinguish Wasm security frameworks
from supporting infrastructure. Tools such as Z3, AFL/AFL++,
libFuzzer, ASan, Intel Pin, VirusTotal, Binaryen, WABT, and
Emscripten support security techniques but are not dedicated
Wasm security frameworks [32]. This distinction clarifies
the Wasm security ecosystem identified under RQ4. Overall,
RQ4 reveals two main directions: detection through analysis,
fuzzing, monitoring, and machine learning [67], and mitigation
through isolation, memory protection, TEESs, constant-time
techniques, and formal verification [86], [107], [124].

IX. RESEARCH GAPS AND FUTURE DIRECTIONS

Based on the findings of RQS5, recent Wasm security
research increasingly focuses on the scalability, precision,
portability, and deployability of defenses as Wasm expands
beyond browsers [121], [144].

Memory safety and isolation remain major gaps. Exist-
ing work highlights limitations in temporal memory safety,
use-after-free protection, stack isolation, unmanaged heaps,
memory64, and recovery of memory bounds from opti-
mized binaries, while some hardware-assisted solutions remain
architecture-dependent [6], [13], [44], [82], [98]. Lightweight
privilege separation, resource isolation, secure host interaction,
and least-privilege system-call control are also needed without
undermining Wasm’s performance advantages.

Program analysis remains challenging due to indirect calls,
linear-memory aliasing, imports, multi-module execution, and
control-flow reconstruction, while dynamic instrumentation
may incur substantial runtime overhead [93], [112]. Fuzzing
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and symbolic execution face input-generation and path-
explosion challenges, respectively. Formal verification must
cover Wasm stacks, including JIT/AOT compilation, dynamic
loading, system interfaces, and features such as threads, SIMD,
GC, Reference Types, memory64, and exception handling
[82], [124]. Compilation and optimization further obscure
source-level information, necessitating improved recovery of
types, control flow, memory semantics, and security properties
across languages, compilers, and runtimes [60]. The Compo-
nent Model adds concerns regarding binding correctness, inter-
component isolation, and secure data exchange [6].

Malware and anomaly detection remain vulnerable to ob-
fuscation, binary diversification, adversarial transformations,
and JavaScript-Wasm interactions. Progress is also limited
by the lack of representative datasets for cryptojacking, ran-
somware, keylogging, smart-contract malware, and obfuscated
samples [58]. More robust cross-language detection, standard-
ized datasets, lightweight monitoring, and real-time prevention
mechanisms are therefore required [57], [67], [144], [145].
Side-channel risks, including timing, cache, and speculative-
execution leakage, also require practical detection and mitiga-
tion that remain effective after JIT/AOT compilation.

Wasm’s broader deployment introduces further isolation and
platform-specific challenges. Cloud and serverless systems
require stronger CPU, memory, file-system, kernel, and tenant
isolation beyond the basic sandbox [81], [146]. Embedded,
IoT, and industrial systems require standardized low-level
hardware interfaces, deterministic execution, attestation, and
lightweight verified runtimes. Smart-contract analysis contin-
ues to suffer from path explosion, incomplete transaction mod-
eling, and limited vulnerability datasets [33], [107]. Browser
applications require better analysis of JavaScript—-Wasm inter-
actions and safer access to browser and local resources [54],
[56]. For machine-learning workloads, model extraction, re-
verse engineering, and resource-constrained inference remain
important concerns [102], [138], [139].

a) Future Directions: Promising directions include
sound memory-safety enforcement for memory64, GC, and the
Component Model across JIT/AOT runtimes; cross-language
analysis of Wasm, JavaScript, WASI, and host functions;
and multi-tenant isolation with fine-grained CPU, memory,
and system-call control. Other priorities include adversarially
robust malware detection using realistic datasets, scalable
hybrid analysis and verification, and lightweight verified run-
times and hardware interfaces for embedded and IoT systems.
These areas offer measurable opportunities to improve security
precision and portability while reducing runtime overhead.

X. CONCLUSION

We analyzed 135 studies covering Wasm vulnerabilities,
attacks, adversarial models, application domains, detection and
mitigation techniques, and security tools. To the best of our
knowledge, this is the first SoK to integrate these dimensions
of Wasm security. Our findings show that sandboxing alone is
insufficient: memory vulnerabilities remain significant, partic-
ularly in memory-unsafe applications, while runtimes, compil-
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ers, host interfaces, and shared resources introduce additional
threats. Thus, Wasm security requires defense in depth.

Research has progressed from runtime correctness and
cryptojacking to memory safety, runtimes, compilers, host
interfaces, and cross-language interactions, with defenses in-
creasingly combining analysis, testing, runtime protection,
isolation, and formal methods. Future work should improve
memory safety and isolation, address emerging features, eval-
uate defenses across runtimes and domains, and establish
standardized benchmarks for reproducibility.
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