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Abstract—This study addresses efficient semantic segmen-
tation of streptococci in microscopy images of live, unfixed
microorganisms. We propose a morphology-aware divergence-
guided structured pruning method that combines representation-
based component importance with foreground- and multi-scale
boundary-sensitive activation information to identify redundant
structures while preserving segmentation-relevant spatial fea-
tures. The method is evaluated on a pixel-level annotated strep-
tococci subset of the previously published MMICD microscopy
dataset and compared with random structured, magnitude-based,
and divergence-only pruning. At the selected operating point, the
proposed approach retains a Dice coefficient of 0.954, an IoU of
0.912, and a Boundary F1 score of 0.936, while reducing model
parameters by 50.7%, FLOPs by 47.3%, and inference latency
by 31.1%. These results demonstrate that morphology-sensitive
component selection improves the accuracy–efficiency trade-off
and enables substantial structural compression with only a minor
degradation in segmentation quality, making the method suitable
for computationally constrained microscopy applications.

I. INTRODUCTION

Streptococci are a heterogeneous group of Gram-positive

coccoid bacteria that occupy diverse ecological niches and

include both commensal and clinically significant microorgan-

isms. Oral commensal streptococci contribute to the organi-

zation and stability of microbial communities, whereas other

representatives of the genus are associated with infectious dis-

eases. Streptococci are also important in food biotechnology;

for example, Streptococcus thermophilus is widely used in

dairy fermentation [1], [2]. Reliable detection and quantitative

characterization of these microorganisms are therefore relevant

to biomedical research, microbiological monitoring, and food-

production analysis.

From a microscopy perspective, streptococci are charac-

terized by small coccoid or approximately ovoid cells that

frequently form pairs and chain-like arrangements [3]. Their

morphology creates a challenging segmentation problem: tar-

get structures may occupy only a small fraction of the image,

neighboring cocci can form visually connected regions, and

foreground contours may become weak or partially obscured.

These difficulties are amplified in live, unfixed microscopy

by motion blur, low contrast, non-uniform illumination, opti-

cal noise, and heterogeneous background structures. Reliable

analysis therefore requires accurate pixel-level localization of

streptococcal regions and preservation of their fine morpho-

logical contours.

Semantic segmentation provides the spatial information

required for estimating microorganism area, morphology, den-

sity, and spatial organization. Modern deep-learning meth-

ods have substantially improved bacterial image segmenta-

tion and can accommodate greater variability in morphology

and imaging conditions than conventional thresholding and

morphology-based pipelines [4]–[6]. Nevertheless, accurate

segmentation of compact and boundary-dominated bacterial

structures still depends on preserving fine local features while

maintaining sufficient contextual information.

Context-aware segmentation architectures address this

requirement through attention, non-local operations, and

transformer-based mechanisms that model dependencies be-

tween spatially distant features [7], [8]. Their increased rep-

resentational capacity, however, is typically accompanied by

higher parameter counts, computational complexity, memory

consumption, and inference latency. This limits their practical

use in high-throughput microscopy and resource-constrained

laboratory environments. Consequently, an effective segmen-

tation model should provide not only high pixel-level accuracy

but also a favorable balance between prediction quality and
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computational cost.

Structured neural network pruning reduces model complex-

ity by removing complete filters, channels, or computational

blocks [9], [10]. The central difficulty is determining which

components can be removed without eliminating spatially

important information. Conventional pruning criteria are com-

monly based on parameter magnitude, activation statistics,

or globally aggregated importance estimates. For microscopy

segmentation, such criteria can underestimate channels whose

overall contribution is limited but whose activations are con-

centrated around small foreground regions or narrow object

contours. Compression based only on global redundancy may

therefore disproportionately affect features that are important

for preserving streptococcal morphology.

The objective of this study is to reduce the computa-

tional complexity of streptococci segmentation models while

preserving morphology-sensitive representations and pixel-

level prediction quality. We propose a morphology-aware

divergence-guided structured pruning method that combines

representation-based component importance with foreground-

and multi-scale boundary-sensitive activation statistics. Low-

importance components are removed under structural and

validation constraints, followed by representation-preserving

fine-tuning. The method is evaluated on a pixel-level annotated

streptococci subset derived from the previously published

MMICD microscopy dataset [11]. Segmentation accuracy,

boundary preservation, parameter reduction, FLOPs, and in-

ference latency are jointly analyzed to determine whether

morphology-sensitive information improves the accuracy–

efficiency trade-off of structured pruning.

II. RELATED WORK

Existing approaches relevant to streptococci segmentation

can be broadly grouped into conventional image-processing

methods, convolutional encoder–decoder networks, specialized

cell and bacterial segmentation models, context-aware archi-

tectures, and model-compression techniques. These directions

address complementary aspects of microscopy image analy-

sis; however, morphology-sensitive bacterial segmentation and

computationally efficient model compression have largely been

studied separately.

Classical microscopy segmentation methods rely on inten-

sity thresholding, edge detection, region growing, watershed

transformation, connected-component analysis, and mathe-

matical morphology. Their main advantages are low com-

putational cost and direct interpretability. Such approaches

remain effective when microorganisms exhibit sufficiently

high contrast and are well separated from the background.

However, their performance is strongly dependent on manually

selected thresholds and assumptions about object intensity,

scale, and contour structure. Consequently, they are sensitive to

illumination variation, blur, weak contrast, and heterogeneous

background regions. These limitations become particularly

important in live, unfixed microscopy, where acquisition arti-

facts and microorganism motion reduce the reliability of fixed

image-processing rules.

Convolutional encoder–decoder networks substantially im-

proved biomedical image segmentation by learning task-

specific representations directly from annotated data. U-

Net combines progressively abstract encoder features with

higher-resolution information propagated through skip connec-

tions [4], whereas U-Net++ introduces nested skip pathways

to improve interaction between encoder and decoder repre-

sentations [12]. DeepLabV3+ incorporates atrous convolutions

and multi-scale context aggregation to capture structures at

different spatial scales [13]. Although these architectures are

more flexible than conventional image-processing pipelines,

repeated spatial downsampling can suppress information as-

sociated with small foreground regions and fine contours.

Increasing network depth or introducing additional multi-scale

processing can mitigate this effect, but generally increases

computational complexity and does not explicitly account for

microorganism-specific morphology.

Several methods have been developed specifically for cel-

lular and bacterial microscopy. Cellpose introduced a gen-

eralist deep-learning framework for cell segmentation across

heterogeneous microscopy data [14]. DeepBacs demonstrated

deep-learning pipelines for bacterial image analysis, including

segmentation of bright-field and fluorescence microscopy im-

ages [5]. Omnipose further addressed morphology-dependent

segmentation by introducing representations designed to han-

dle cells with diverse shapes and geometries [6]. Recent stud-

ies have also explored the transfer of foundation and vision–

language models to bacterial microscopy. Domain adaptation

of SAM-based models has been investigated for monococci

segmentation under microscopy-specific appearance variabil-

ity [15], while Grounding DINO has been applied to bacilli

localization using microscopy-oriented input adaptation [16].

These studies demonstrate the potential of large pre-trained

vision models for microbial image analysis, but primarily

address prediction robustness and domain adaptation rather

than morphology-aware structural compression.

A complementary direction focuses on increasing contextual

information available to the segmentation model. Non-local

operations explicitly model dependencies between spatially

distant feature locations [7], while transformer-based archi-

tectures use self-attention to capture broader spatial relation-

ships [8], [17]. Such contextual information can be useful in

microscopy scenes containing compact, spatially clustered, or

chain-like bacterial structures. Our previous work on diplo-

cocci segmentation also investigated modified non-local blocks

for microorganism-specific contextual representation [18]. The

main limitation of these approaches is their computational

overhead: attention operations, projection layers, and high-

dimensional contextual representations can substantially in-

crease FLOPs, memory consumption, and inference latency.

This creates a trade-off between representational capacity and

practical computational efficiency.

Model compression provides a complementary mechanism

for addressing this trade-off. Conventional structured pruning

removes complete filters, channels, or other computational

components according to criteria such as parameter magnitude,
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activation strength, sensitivity, or estimated loss variation [9],

[10], [19]. More recent studies have applied structured pruning

directly to segmentation networks. López-González et al. in-

vestigated filter- and layer-pruning strategies for architectures

including U-Net, DeepLabV3+, and SegNet using feature-

map-based importance estimation [20]. Sauron U-Net re-

duces redundant feature maps during training by encouraging

feature similarity and determining layer-dependent pruning

thresholds [21]. These studies demonstrate that segmentation

networks contain substantial structural redundancy, but their

pruning criteria are primarily based on generic redundancy or

feature statistics rather than microorganism-specific morpho-

logical information.

An important distinction therefore arises between

classification-oriented and segmentation-oriented pruning.

Wu et al. showed that pruning criteria developed for image

recognition can be suboptimal for semantic segmentation

because dense prediction is intrinsically location-sensitive.

Their SIRFP approach estimates spatial redundancy from

non-pooled feature maps and preserves spatial information

during filter selection [22]. This represents an important step

toward segmentation-aware compression. However, spatial

awareness alone does not explicitly distinguish between

background redundancy and features concentrated around

biologically relevant foreground regions or object contours.

For bacterial microscopy, this distinction is important because

globally weak activations may still encode information

associated with small or boundary-dominated structures.

Our previous studies address complementary parts of this

problem. Streptococci recognition was investigated using in-

terpretable taxonomy-based visual characteristics [3], while

MMICD extended microorganism recognition to a multi-

class microscopy setting [11]. IDAP++ subsequently in-

troduced divergence-aware structural compression based on

changes in internal information flow and joint component-

and layer-level optimization [23]. These studies provide, re-

spectively, a morphology-oriented representation perspective

and a divergence-based approach to structural importance

estimation, but they do not address their integration within

pixel-level streptococci segmentation.

The resulting research gap lies at the intersection

of morphology-sensitive bacterial segmentation and

segmentation-aware model compression. Existing bacterial

segmentation methods predominantly focus on predictive

quality, whereas structured pruning methods primarily estimate

redundancy or generic component importance. The present

study connects these directions by combining representation

divergence with foreground- and multi-scale boundary-

sensitive activation information. The resulting pruning

criterion is designed to reduce computational redundancy

while preferentially preserving representations associated

with compact and boundary-dominated streptococcal regions.

III. PROBLEM STATEMENT

Let

D = {(xi, yi)}Ni=1, xi ∈ R
H×W×C , yi ∈ {0, 1}H×W ,

(1)

denote a microscopy segmentation dataset, where yi(p) = 1
indicates a streptococcal foreground pixel and yi(p) = 0
denotes background.

A segmentation network is represented by

fθ : RH×W×C → [0, 1]H×W , (2)

and produces the probability map

ŷi = fθ(xi). (3)

The binary prediction is obtained as

ỹi(p) = I [ŷi(p) ≥ τ ] . (4)

The baseline network is trained by minimizing

θ∗ = argmin
θ

1

|Dtrain|
∑

(xi,yi)∈Dtrain

Lseg (fθ(xi), yi) , (5)

where the segmentation loss combines binary cross-entropy

and Dice loss:

Lseg = λBCELBCE + λDiceLDice. (6)

The individual terms are defined as

LBCE = − 1

|Ω|
∑
p∈Ω

[y(p) log ŷ(p) + (1− y(p)) log(1− ŷ(p))] ,

(7)

and

LDice = 1−
2
∑

p∈Ω y(p)ŷ(p) + δ∑
p∈Ω y(p) +

∑
p∈Ω ŷ(p) + δ

, (8)

where δ > 0 ensures numerical stability.

Segmentation quality is evaluated using

Dice =
2TP

2TP + FP + FN
, IoU =

TP

TP + FP + FN
.

(9)

The objective of this study is not only to preserve segmenta-

tion quality but also to reduce the structural and computational

complexity of the trained network. Following the structured-

pruning paradigm [9], [10], let

G = {g1, g2, . . . , gK} (10)

denote the removable network components. Depending on the

architecture, these may correspond to convolutional channels,

filters, attention components, or contextual blocks.

A pruning configuration is represented by

m = (m1, . . . ,mK), mk ∈ {0, 1}, (11)

where mk = 1 retains component gk and mk = 0 removes it.

The resulting compressed model is denoted by fθ′,m.

For microscopy segmentation, globally small representation

changes may still occur in spatially important foreground or

ISSN 2305-7254________________________________________PROCEEDING OF THE 40TH CONFERENCE OF FRUCT ASSOCIATION

---------------------------------------------------------------------------- 221 ----------------------------------------------------------------------------



boundary regions. We therefore additionally constrain distor-

tion of intermediate representations. Let Tl(x) and Tm
l (x)

denote the features produced by the original and compressed

models at stage l. Their normalized representation distortion

is defined as

ΔF =
1

|S|
∑
l∈S

Ex∈Dval

[‖ψl(Tl(x))− ψl(T
m
l (x))‖2

‖ψl(Tl(x))‖2 + η

]
,

(12)

where S is the set of monitored stages, ψl(·) aligns representa-

tion dimensions when necessary, and η > 0 prevents numerical

instability.
The compression problem is finally formulated as

(m∗, θ′∗) = argmin
m,θ′

C (fθ′,m) (13)

subject to

ΔQ ≤ ε, ΔF ≤ γ, m ∈ Mstruct, (14)

where

ΔQ = Q (fθ∗ ,Dval)−Q (fθ′,m,Dval) . (15)

Here, C denotes the computational cost of the compressed

model, characterized experimentally by parameter count,

FLOPs, and inference latency; ε is the maximum admissi-

ble segmentation-quality degradation, γ bounds representation

distortion, and Mstruct contains structurally valid pruning

configurations.
Thus, the task is to obtain a structurally compressed segmen-

tation model that reduces computational cost while preserving

both pixel-level prediction quality and representations associ-

ated with streptococcal foreground regions and their contours.

IV. PROPOSED SOLUTION

The proposed method compresses a trained streptococci

segmentation network by identifying structural components

that have limited influence on internal representations while

preserving features concentrated within foreground regions

and along their contours. The method combines representation-

based importance, morphology-sensitive activation statistics,

and a weak magnitude prior, followed by structured pruning

and representation-preserving fine-tuning. Fig. 1 shows an

overview of the proposed framework.

A. Representation-Based Importance
Let the trained baseline network be represented as

fθ∗(x) = FL ◦ FL−1 ◦ . . . ◦ F1(x), (16)

with intermediate representations

Tl(x) = Fl(Tl−1(x)), T0(x) = x. (17)

For a removable structural component gl,k, its

representation-based importance is estimated by temporarily

suppressing the component while keeping the remaining

network unchanged:

Dl,k = Ex∈Dval

⎡
⎣
∥∥∥ψl(Tl(x))− ψl(T

(−k)
l (x))

∥∥∥
2

‖ψl(Tl(x))‖2 + η

⎤
⎦ , (18)

where T
(−k)
l (x) denotes the representation obtained when

component gl,k is disabled and η > 0 ensures numerical

stability. A larger Dl,k indicates a stronger influence of

the component on the internal representation and therefore

a higher importance for preservation. This representation-

perturbation principle follows the divergence-aware compres-

sion perspective introduced in our previous work [23].

B. Morphology-Aware Importance

Representation change alone does not indicate whether the

affected information is associated with homogeneous back-

ground regions or segmentation-relevant structures. We there-

fore introduce a morphology-sensitive term that emphasizes

both streptococcal foreground regions and their contours.

For binary mask y, a boundary map at scale r is defined as

br(y) = Dilater(y)− Eroder(y), (19)

and the multi-scale boundary representation is

bms(y) =
1

|R|
∑
r∈R

br(y), R = {1, 2, 3}. (20)

The resulting spatial weighting map is

ω(y) = 1 + βy + κbms(y), (21)

where β controls foreground weighting and κ determines the

additional contribution of boundary regions.

For the activation associated with component gl,k, denoted

by Al,k(x), morphology-aware importance is defined as

Ml,k = E(x,y)∈Dval

[‖ωl(y)�Al,k(x)‖F
‖ωl(y)‖F + η

]
, (22)

where ωl(y) is resized to match the spatial resolution of

the corresponding activation map. This term increases the

importance of components whose responses are concentrated

within small foreground structures or near their contours, even

when their global activation magnitude is relatively low.

C. Combined Pruning Criterion

A magnitude-based score is additionally used as a weak

structural prior:

Wmag
l,k = ‖Wl,k‖1, (23)

where Wl,k denotes the parameter tensor associated with

component gl,k.

Because the three criteria have different numerical ranges,

they are normalized independently within each prunable layer:

z̄l,k =
zl,k −minj zl,j

maxj zl,j −minj zl,j + η
. (24)

The final component importance is

Sl,k = λDD̄l,k+λMM̄l,k+λW W̄l,k, λD+λM+λW = 1.
(25)

In the proposed configuration,

λD = 0.55, λM = 0.35, λW = 0.10. (26)
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Fig. 1. Overview of the proposed morphology-aware divergence-guided structured pruning framework

For target pruning ratio pl, the layer-specific threshold is

τl = Percentile
(
{Sl,k}Kl

k=1, pl

)
, (27)

and the corresponding structural mask is

ml,k = I [Sl,k ≥ τl] . (28)

Components below the threshold are removed together

with structurally dependent dimensions. Skip and residual

connections are adjusted consistently to preserve architectural

validity. To prevent degenerate layer configurations, at least

25% of the original structural units are retained in each

prunable layer.

D. Contextual Block Pruning

After component-level pruning, higher-level contextual

modules are evaluated separately when supported by the

architecture. For a removable block Bl, its contribution is

estimated as

Sblock
l = Ex∈Dval

[‖ψl(Bl(Tl(x)))− ψl(Tl(x))‖2
‖ψl(Tl(x))‖2 + η

]
. (29)

Blocks with low contribution are considered candidates for

removal. A removed block is replaced by an identity mapping

whenever dimensions are preserved, or by a lightweight 1× 1
projection when dimensional adaptation is required. Block

removal is accepted only when architectural consistency is

maintained and the validation-quality constraint remains sat-

isfied.

E. Representation-Preserving Fine-Tuning

After structural pruning, the compressed network is fine-

tuned using

LFT = Lseg + λRLrep, (30)

where

Lrep =
1

|S|
∑
l∈S

Ex∈Dtrain

[
‖ψl(Tl(x))− ψl(T

m
l (x))‖22

‖ψl(Tl(x))‖22 + η

]
.

(31)

The original uncompressed network remains frozen and

serves as a representation reference during fine-tuning. A

pruning configuration is accepted only if

ΔQval = Q(fθ∗ ,Dval)−Q(fθ′,m,Dval) ≤ ε. (32)

If this condition is violated, a less aggressive pruning ratio is

applied.

Thus, the proposed method combines representation per-

turbation with morphology-sensitive spatial information when

ranking removable network components. This allows structural

redundancy to be reduced while preferentially preserving rep-

resentations associated with streptococcal foreground regions

and their contours.

V. EXPERIMENTAL SETUP AND RESULTS

A. Dataset

The experiments are conducted using the streptococci class

of the previously published MMICD microscopy dataset [11].

The selected subset contains 3808 microscopy images of strep-

tococci acquired from live, unfixed samples using a Levenhuk

MED D30T microscope.

Representative examples of the original microscopy image

and a subset of the data augmentation operations used in the

training subset are shown in Fig. 2.

For this semantic segmentation task, images are associated

with binary pixel-level masks, where streptococcal regions are

treated as foreground and all remaining pixels as background.

The dataset is divided into training, validation, and test subsets
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(a) Original (b) Horizontal Flip

(c) Vertical Flip (d) Brightness / Contrast

(e) Gaussian Noise (f) Blur

Fig. 2. Examples of microscopy images from the streptococci subset and a
subset of the augmentations used in training

using a 5:1:1 ratio, resulting in 2720 training images, 544

validation images, and 544 test images. The split is performed

at the source-image level before augmentation to prevent

information leakage between the subsets.

All images and corresponding masks are resized to 256 ×
256 pixels. Data augmentation is applied exclusively to the

training subset and includes random horizontal and vertical

flipping, rotation, brightness and contrast variation, Gaussian

noise, and blur. No augmentation is applied to the validation

or test subsets.

B. Experimental Protocol

The baseline evaluation covers convolutional encoder–

decoder, transformer-based, hybrid, and promptable segmen-

tation architectures. We consider U-Net and U-Net++ [4],

[12], their ResNet- and EfficientNet-based variants [24],

[25], DeepLabV3+ [13], SETR [26], SegFormer [27],

Mask2Former [28], TransUNet [8], Swin-Unet [29], Dual-

Stream CoAtNet [30], and an attention-enhanced U-Net.

SAM [31], SAM2 [32], and MedSAM [33] are additionally

evaluated as promptable segmentation baselines.

Structured compression experiments compare random struc-

tured pruning, magnitude-based pruning, divergence-only

pruning, and the proposed morphology-aware divergence-

guided strategy. Pruning is evaluated across compatible train-

able architectures. Promptable foundation models are excluded

from the pruning comparison unless they are used in a

fully trainable and structurally compatible configuration. The

attention-enhanced U-Net is used as the main architecture for

the detailed ablation and compression-level analyses.

All trainable models are optimized using AdamW with an

initial learning rate of 10−4 and a batch size 16. The training

objective combines binary cross-entropy and Dice loss. The

morphology-aware weighting parameters are fixed to β = 1
and κ = 2, the representation-preservation coefficient is λR =
0.1, and the maximum admissible validation Dice degradation

is ε = 0.02. The pruning-score weights are fixed to λD =
0.55, λM = 0.35, and λW = 0.10. Target pruning ratios are

10%, 25%, 50%, and 75%.

Segmentation quality is evaluated using IoU, Dice coef-

ficient, and Boundary F1 score. Computational efficiency is

characterized by parameter count, FLOPs, and inference time.

Inference time is measured using batch size 1 and 256× 256
input images on a workstation equipped with an NVIDIA

GeForce RTX 4090 GPU. All measurements are performed in

FP32 precision using the same PyTorch and CUDA environ-

ment. For each model, 100 warm-up iterations are followed

by 1000 timed forward passes, with CUDA synchronization

before and after each measurement.

C. Results

The evaluation proceeds in three stages: uncompressed

baselines are compared to select a backbone, an ablation study

isolates the contribution of each importance criterion, and

increasing pruning strength is examined to select an operating

point for comparison against alternative pruning strategies.

Table I compares segmentation quality and computational

cost of the uncompressed models. The Attention-enhanced U-

Net attains the highest Dice (0.958) and IoU (0.920) at a

lower computational cost than transformer-based models such

as SETR and TransUNet, while foundation models (SAM,

SAM2, MedSAM) trail despite their larger size, reflecting

a domain gap with low-contrast microscopy images. It is

therefore adopted as the backbone for the pruning experiments.

Table II isolates the contributions of magnitude, divergence-

based, and morphology-aware importance. Magnitude alone

yields the lowest accuracy; adding either divergence or mor-

phology individually improves all metrics, and combining

them raises BF1 from 0.911 to 0.934. The full method, which

adds the weak magnitude prior, achieves the best overall trade-

off, indicating the three signals are complementary.

Table III evaluates increasing pruning strength. Quality

is essentially unaffected up to 25% pruning, after which

accuracy degrades progressively; BF1 drops more sharply

than IoU/Dice, from 0.946 to 0.903 at 75% pruning, showing

boundary information degrades first under aggressive compres-

sion and motivating a moderate operating point.

Table IV and Table V compare pruning strategies across

trainable architectures at matched compression ratios.
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TABLE I. PERFORMANCE OF UNCOMPRESSED SEGMENTATION MODELS ON THE STREPTOCOCCI TEST 
SUBSET

Model Params, M FLOPs, G Time, ms IoU Dice
U-Net 31.0 54.7 3.8 0.884± 0.006 0.938± 0.004
U-Net++ 36.6 68.9 4.9 0.891± 0.005 0.942± 0.003
U-Net ResNet-18 14.3 28.1 3.2 0.887± 0.006 0.940± 0.004
U-Net ResNet-50 32.6 46.8 4.4 0.898± 0.005 0.946± 0.003
U-Net EfficientNet-B4 19.5 23.9 4.7 0.902± 0.005 0.948± 0.003
U-Net++ EfficientNet-B4 23.9 31.6 5.8 0.906± 0.004 0.951± 0.003
DeepLabV3+ 40.4 38.7 4.6 0.892± 0.006 0.943± 0.004
SETR 86.2 57.3 7.8 0.889± 0.007 0.941± 0.004
SegFormer 27.4 17.1 3.9 0.904± 0.004 0.950± 0.003
Mask2Former 44.1 72.8 8.4 0.910± 0.004 0.953± 0.002
TransUNet 105.3 48.5 6.9 0.908± 0.005 0.952± 0.003
Swin-Unet 27.2 25.4 5.7 0.912± 0.004 0.954± 0.002
Dual-Stream CoAtNet 48.7 36.9 6.2 0.916± 0.004 0.956± 0.002
SAM 641.1 2973.4 89.6 0.872± 0.008 0.932± 0.005
SAM2 224.4 712.6 34.8 0.889± 0.007 0.941± 0.004
MedSAM 93.7 168.3 18.6 0.900± 0.005 0.947± 0.003
Attention-enhanced U-Net 34.9 59.6 4.5 0.920± 0.003 0.958± 0.002

TABLE II. ABLATION STUDY OF THE PROPOSED PRUNING 
CRITERION

Variant Params red., % FLOPs red., % Time, ms IoU Dice BF1
No pruning 0 0 4.5 0.920± 0.005 0.958± 0.002 0.946± 0.003
Magnitude only 49.1 46.0 3.3 0.899± 0.005 0.947± 0.003 0.911± 0.006
Divergence only 49.4 46.6 3.2 0.907± 0.004 0.951± 0.003 0.925± 0.005
Morphology only 48.8 45.9 3.3 0.905± 0.005 0.950± 0.003 0.929± 0.005
Divergence + morphology 49.7 46.8 3.2 0.910± 0.004 0.953± 0.002 0.934± 0.004
Full proposed method 50.7 47.3 3.1 0.912± 0.004 0.954± 0.002 0.936± 0.004

TABLE III. COMPRESSION-LEVEL ANALYSIS OF THE PROPOSED 
METHOD

Pruning Params, M FLOPs, G IoU Dice BF1
0% 34.9 59.6 0.920 ±0.003 0.958 ±0.002 0.946 ±0.003

10% 30.1 53.2 0.920 ±0.003 0.958 ±0.002 0.945 ±0.003
25% 25.3 46.1 0.918 ±0.004 0.957 ±0.002 0.942 ±0.004
50% 17.2 31.4 0.912 ±0.004 0.954 ±0.002 0.936 ±0.004
75% 8.9 17.0 0.889 ±0.006 0.941 ±0.004 0.903 ±0.007

TABLE IV. COMPARISON OF STRUCTURED PRUNING STRATEGIES ACROSS TRAINABLE SEGMENTATION MODELS ON THE STREPTOCOCCI TEST SUBSET 
(PART 1)

Pruning method Params red., % FLOPs red., % Time, ms IoU Dice BF1
U-Net
None 0 0 3.8 0.884± 0.006 0.938± 0.004 0.917± 0.005
Random structured 49.6 46.8 2.8 0.850± 0.009 0.919± 0.006 0.867± 0.010
Magnitude-based 49.2 46.3 2.8 0.866± 0.007 0.928± 0.005 0.889± 0.008
Divergence-only 49.8 47.0 2.7 0.874± 0.006 0.933± 0.004 0.902± 0.006
Morphology-aware proposed 50.3 47.5 2.7 0.878± 0.005 0.935± 0.004 0.910± 0.005
U-Net++
None 0 0 4.9 0.891± 0.005 0.942± 0.003 0.923± 0.005
Random structured 48.8 44.9 3.8 0.856± 0.008 0.922± 0.006 0.873± 0.009
Magnitude-based 49.1 45.5 3.7 0.873± 0.007 0.932± 0.004 0.897± 0.007
Divergence-only 49.6 46.2 3.6 0.881± 0.006 0.937± 0.004 0.909± 0.006
Morphology-aware proposed 50.1 46.8 3.6 0.886± 0.005 0.940± 0.003 0.917± 0.005
U-Net ResNet-18
None 0 0 3.2 0.887± 0.006 0.940± 0.004 0.920± 0.005
Random structured 45.7 42.6 2.5 0.852± 0.009 0.920± 0.006 0.869± 0.010
Magnitude-based 46.2 43.1 2.5 0.869± 0.007 0.930± 0.005 0.892± 0.008
Divergence-only 46.8 43.9 2.4 0.878± 0.006 0.935± 0.004 0.906± 0.006
Morphology-aware proposed 47.3 44.5 2.4 0.882± 0.005 0.937± 0.004 0.914± 0.005
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TABLE V. COMPARISON OF STRUCTURED PRUNING STRATEGIES ACROSS TRAINABLE SEGMENTATION MODELS ON THE STREPTOCOCCI TEST SUBSET 
(PART 2)

Pruning method Params red., % FLOPs red., % Time, ms IoU Dice BF1
U-Net ResNet-50
None 0 0 4.4 0.898± 0.005 0.946± 0.003 0.929± 0.004
Random structured 46.1 43.8 3.3 0.864± 0.008 0.927± 0.005 0.880± 0.009
Magnitude-based 46.7 44.3 3.3 0.881± 0.006 0.937± 0.004 0.905± 0.007
Divergence-only 47.2 45.0 3.2 0.889± 0.005 0.941± 0.003 0.917± 0.005
Morphology-aware proposed 47.8 45.7 3.2 0.894± 0.004 0.944± 0.003 0.924± 0.004
U-Net EfficientNet-B4
None 0 0 4.7 0.902± 0.005 0.948± 0.003 0.932± 0.004
Random structured 42.9 39.8 3.8 0.869± 0.008 0.930± 0.005 0.886± 0.009
Magnitude-based 43.5 40.4 3.7 0.885± 0.006 0.939± 0.004 0.908± 0.007
Divergence-only 44.0 41.1 3.7 0.893± 0.005 0.943± 0.003 0.920± 0.005
Morphology-aware proposed 44.6 41.8 3.6 0.898± 0.004 0.946± 0.003 0.927± 0.004
U-Net++ EfficientNet-B4
None 0 0 5.8 0.906± 0.004 0.951± 0.003 0.936± 0.004
Random structured 43.7 40.9 4.6 0.873± 0.008 0.932± 0.005 0.890± 0.009
Magnitude-based 44.1 41.5 4.5 0.889± 0.006 0.941± 0.004 0.913± 0.006
Divergence-only 44.8 42.2 4.4 0.898± 0.005 0.946± 0.003 0.925± 0.005
Morphology-aware proposed 45.3 42.9 4.4 0.902± 0.004 0.948± 0.003 0.932± 0.004
DeepLabV3+
None 0 0 4.6 0.892± 0.006 0.943± 0.004 0.925± 0.005
Random structured 47.2 45.0 3.4 0.857± 0.009 0.923± 0.006 0.875± 0.010
Magnitude-based 47.7 45.6 3.3 0.875± 0.007 0.933± 0.005 0.900± 0.008
Divergence-only 48.3 46.2 3.3 0.883± 0.006 0.938± 0.004 0.913± 0.006
Morphology-aware proposed 48.8 46.9 3.2 0.888± 0.005 0.941± 0.003 0.920± 0.005
SETR
None 0 0 7.8 0.889± 0.007 0.941± 0.004 0.921± 0.006
Random structured 41.5 38.2 6.2 0.850± 0.010 0.919± 0.007 0.865± 0.011
Magnitude-based 42.1 38.9 6.1 0.868± 0.008 0.929± 0.005 0.891± 0.009
Divergence-only 42.8 39.7 6.0 0.879± 0.006 0.936± 0.004 0.907± 0.007
Morphology-aware proposed 43.4 40.5 5.9 0.884± 0.005 0.938± 0.004 0.915± 0.006
SegFormer
None 0 0 3.9 0.904± 0.004 0.950± 0.003 0.934± 0.004
Random structured 44.0 40.6 3.1 0.871± 0.008 0.931± 0.005 0.888± 0.009
Magnitude-based 44.6 41.3 3.0 0.887± 0.006 0.940± 0.004 0.911± 0.007
Divergence-only 45.1 42.0 3.0 0.896± 0.005 0.945± 0.003 0.924± 0.005
Morphology-aware proposed 45.7 42.7 2.9 0.900± 0.004 0.947± 0.003 0.930± 0.004
Mask2Former
None 0 0 8.4 0.910± 0.004 0.953± 0.002 0.940± 0.004
Random structured 40.8 37.6 6.9 0.876± 0.008 0.934± 0.005 0.893± 0.009
Magnitude-based 41.4 38.2 6.8 0.893± 0.006 0.943± 0.004 0.916± 0.006
Divergence-only 42.0 39.0 6.7 0.901± 0.005 0.948± 0.003 0.929± 0.005
Morphology-aware proposed 42.6 39.7 6.6 0.906± 0.004 0.951± 0.003 0.936± 0.004
TransUNet
None 0 0 6.9 0.908± 0.005 0.952± 0.003 0.938± 0.004
Random structured 43.3 39.9 5.5 0.872± 0.008 0.932± 0.005 0.888± 0.009
Magnitude-based 43.9 40.6 5.4 0.890± 0.006 0.942± 0.004 0.913± 0.007
Divergence-only 44.5 41.4 5.3 0.899± 0.005 0.947± 0.003 0.926± 0.005
Morphology-aware proposed 45.0 42.0 5.2 0.904± 0.004 0.950± 0.003 0.934± 0.004
Swin-Unet
None 0 0 5.7 0.912± 0.004 0.954± 0.002 0.941± 0.004
Random structured 42.6 39.7 4.6 0.878± 0.008 0.935± 0.005 0.894± 0.009
Magnitude-based 43.2 40.4 4.5 0.895± 0.006 0.945± 0.004 0.918± 0.006
Divergence-only 43.8 41.1 4.4 0.904± 0.005 0.950± 0.003 0.931± 0.005
Morphology-aware proposed 44.4 41.9 4.3 0.908± 0.004 0.952± 0.003 0.938± 0.004
Dual-Stream CoAtNet
None 0 0 6.2 0.916± 0.004 0.956± 0.002 0.944± 0.003
Random structured 43.8 40.5 5.0 0.881± 0.008 0.937± 0.005 0.897± 0.009
Magnitude-based 44.3 41.2 4.9 0.899± 0.006 0.947± 0.003 0.921± 0.006
Divergence-only 44.9 41.9 4.8 0.908± 0.005 0.952± 0.003 0.935± 0.005
Morphology-aware proposed 45.5 42.6 4.7 0.913± 0.004 0.955± 0.002 0.941± 0.004
Attention-enhanced U-Net
None 0 0 4.5 0.920± 0.003 0.958± 0.002 0.946± 0.003
Random structured 49.5 46.1 3.3 0.882± 0.008 0.937± 0.005 0.890± 0.009
Magnitude-based 49.1 46.0 3.3 0.899± 0.005 0.947± 0.003 0.911± 0.006
Divergence-only 49.4 46.6 3.2 0.907± 0.004 0.951± 0.003 0.925± 0.005
Morphology-aware proposed 50.7 47.3 3.1 0.912± 0.004 0.954± 0.002 0.936± 0.004
Proposed + block pruning 57.8 54.6 2.9 0.906± 0.005 0.951± 0.003 0.928± 0.005
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The proposed criterion consistently outperforms random,

magnitude-based, and divergence-only pruning across all four-

teen models, with the largest gains in BF1, indicating it better

preserves contour-relevant components. For the Attention-

enhanced U-Net, adding contextual block pruning increases

compression further at a modest cost in quality.

Together, these experiments show that combining

divergence-based and morphology-aware importance yields a

pruning criterion that is more accurate and more consistent

across architectures than magnitude- or single-signal

alternatives, while remaining efficient for practical use.

VI. CONCLUSION

This study introduced a morphology-aware divergence-

guided structured pruning method for efficient semantic seg-

mentation of streptococci in microscopy images of live,

unfixed microorganisms. The proposed approach combines

representation-based component importance with foreground-

and multi-scale boundary-sensitive activation information, en-

abling structural redundancy to be reduced while preserving

features important for streptococcal regions and their contours.

Representation-preserving fine-tuning further mitigates the ac-

curacy loss caused by structural compression.

Experiments on the pixel-level annotated streptococci sub-

set of MMICD demonstrated a favorable accuracy–efficiency

trade-off compared with random structured, magnitude-based,

and divergence-only pruning. At the selected operating point,

the compressed model retained a Dice coefficient of 0.954, an

IoU of 0.912, and a Boundary F1 score of 0.936, while reduc-

ing the number of parameters by 50.7%, FLOPs by 47.3%, and

inference time by 31.1%. The ablation and compression-level

analyses further confirmed that morphology-sensitive com-

ponent selection improves the preservation of segmentation-

relevant spatial information under structural compression.

These results demonstrate that the proposed pruning strategy

can substantially reduce model complexity with only a minor

degradation in segmentation quality, supporting its use in

high-throughput and computationally constrained microscopy

applications.
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